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Resumo 

As firewalls são o meio mais relevante e mais comum para garantir a aplicação de políticas de 

acesso dentro de redes locais e entre redes de diferentes organizações. As políticas de 

segurança definidas nas firewalls são complexas por si só, mas a sua interacção com políticas de 

encaminhamento de pacotes em redes IP elevam o grau de complexidade dessas políticas. A 

gestão de firewalls em redes de larga escala é um grande desafio e a ocorrência de problemas 

na sua configuração é inevitável. Esses problemas podem ocorrer em dispositivos específicos, ou 

devido à combinação de uma série desses dispositivos num caminho ao longo da rede. Outros 

problemas podem resultar ainda do facto das políticas desses dispositivos serem incrementadas 

e alteradas com elevada frequência, como é o caso em redes de larga escala e com um grande 

ritmo de crescimento. Neste trabalho é definido um modelo para o diagnóstico de problemas 

que ocorrem em firewalls que não só depende da análise da configuração de cada dispositivo, 

mas também da informação de encaminhamento dinâmico de pacotes IP, crucial para obter 

uma visão completa do estado da rede. O modelo é concretizado numa aplicação, Prometheus, 

que dispõe de mecanismos para a detecção automática de problemas em firewalls que são 

extremamente complexos de resolver manualmente. O sistema é testado numa rede real de um 

grande operador de telecomunicações Europeu, e são apresentados os resultados que 

comprovam a sua eficácia. 

Palavras-Chave: Firewalls; Redes IP; Qualidade de Serviço; Segurança 
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Abstract 

Firewalls are the most prevalent and important means of enforcing security policies inside 

networks and across different organizational boundaries. The security policies in firewalls are 

complex and their interaction with routing policies and applications further complicates policy 

configurations.  The management of firewalls in large networks is very challenging to be 

effective and fault free. Configuration problems can occur in a specific device or due to a specific 

combination of several devices along the existing network path.  Additionally, configuration 

problems result from incremental deployment of firewall policies, particularly in large and fast 

growing networks. In this work we define a model for diagnosing the problems arising in 

firewalls by analyzing not only the firewall configuration but also the dynamic routing 

information that is crucial for obtaining a complete view of the network. We present an 

application, Prometheus, which implements the mechanisms for the automatic detection of the 

firewall problems that are extremely difficult to resolve manually. We test our system in a 

production network of a large European ISP and report its resulting effectiveness. 

Keywords: Firewalls; Networking and networked systems; QoS; Security; Self-managing systems 
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1 Introduction 

1.1 Motivation 

Firewalls are the most prevalent and important means of enforcing security policies inside 

networks and across different organizational boundaries. When deployed in a network with a 

sound design and topology, this type of equipment is extremely effective, and is a fundamental 

piece of a global network security approach. However, firewalls limit network functionality 

unintentionally by adding complexity to already intricate network topologies. This is a key point, 

as security needs to be pervasive, without preventing business from proceeding as usual. 

Efficient and effective firewall management is thus an absolute necessity in large networks 

containing a considerable amount of firewalls.  

The correctness of deployed Firewall policies determines their effectiveness and has a significant 

impact on their efficiency. Any issues brought forth by misconfigurations between filtering rules 

directly translates into security or connectivity problems. Nonetheless, filtering is not limited to 

Firewalls, but is common in network equipment, namely routers and Layer 3 (L3) switches. 

Therefore we must also consider the impact of misconfigurations in the filtering rules of these 

equipments. Unfortunately, configuration problems may also occur between the rules of 

different devices placed along a network path, even though each network element seems to be 

configured correctly. Consequently, routing plays a central role in this analysis. Several vendors 

offer management solutions for groups of Firewalls. However, these specialized tools are 

typically aimed at managing the products of each vendor and do not operate with equipment 

from other vendors. Examples are Cisco’s Management Center for Firewalls [11] and Check 

Point’s Security Management Architecture [7]. Interoperability is vital nowadays, as equipment 

diversity is an inescapable reality, especially in environments with a fast change pace driven by 

frequent organizational changes.  

In this work, we consider a case of a large network with a complex topology. Changes are 

frequent in this scenario, causing the existing network diagrams to be outdated quickly. 

Furthermore, due to its scale, diversity of equipment and services, different sections of the 

network are managed by different organizational units, with their own staff and specific goals. 

Hence, managing a global security policy can become a daunting task, without appropriate tools. 

The act of deploying a new application in such an environment and configuring its accesses is a 

complex task. Given the large number of devices and possible interactions between them, 

determining all necessary actions required is an expensive undertaking. 

One of the major problems is the detection of misconfigurations on deployed Firewall rules 

considering changes in routing as well. Results obtained from this work allow us to improve the 

current state of network security. Another key issue is the lack of updated information on the 

network topology and its complexity. This complexity has a direct impact on the network’s 

manageability and consequently on its management costs; naturally, its performance is affected 

and the potential problems also increase. 
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We address these issues by defining a model for detecting network security and connectivity 

issues caused by rule misconfigurations. We use device configuration and dynamic routing 

information to perform the analysis. We ensure that the results obtained are in accordance with 

the actual state of the network. 

We develop an application, Prometheus, which implements this model. Prometheus builds a 

view of the network topology based on actual configuration and routing information. It 

performs a static analysis of the rules set on network devices, and produces reports of detected 

problems. Besides the reports, it suggests corrective actions for the detected problems. It also 

allows us to predict the necessary changes in configurations required whenever a new 

application is deployed. 

1.2 Contributions 

Our contributions are as follows: 

• We include routing information in the model, allowing automatic discovery of possible 

routes and detection of misconfigurations according to these routes. The routing 

information is directly obtained from the equipment’s routing tables. We can accurately 

detect connectivity and security issues that stem from the routing policies in place, and also 

have a realistic view of the routing state of the network. 

• We deploy our system in a production network of a large European telecommunications 

provider. The network includes a total of 30 nodes (including Layer 3 switches, routers and 

firewalls from different vendors), with more than 350 rule sets and close to 12,000 ACL 

rules. 

• We suggest a course of action for each detected misconfiguration, based on the data 

obtained from the static analysis performed over the filtering rules. 

• We trace the source of a failure: automatically determine which rule(s) causes the 

misconfiguration. For example: by pinpointing the origin of the misconfiguration, it is easier 

to automatically suggest a course of action for its correction. 

• We offer a mechanism for testing a flow in order to determine whether it is able to cross the 

network, where it fails and why. We also generate an accurate diagram of the network 

topology and provide the ability to quickly calculate and visualize real possible routes across 

the network. These features, more practical and operational in nature, are very effective 

according to the network operators in the field. 

1.3 Related Work 

Numerous works discuss the impact of the chaining of Access Control List (ACL) rules along a 

path [20] [3] [2] [4] [16]. They either assume that routing is known and predictable [20] [3], or 

define “zones” to simplify the handling of routing [2] [4] [16].  In Prometheus, actual routing 

information is used to detect misconfigurations over network paths, making our model more 

realistic. To our knowledge, ours is the first work to use actual routing information for the 

detection of ACL misconfigurations in network equipment. 
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The work developed by Yuan et al. in FIREMAN [20] forms a basis for our work. Their work 

successfully performs misconfiguration detection using Binary Decision Diagrams (BDDs) [5] over 

the rules of isolated ACLs and over route paths. We provide a method to determine which rules 

trigger actual misconfigurations. The testbed presented in their work is small and a limited 

number of results is obtained. We use a larger testbed, with more nodes and many more rules, 

allowing us to perform a more exhaustive analysis.  

The system in [2] includes support for other types of equipments such as Network Intrusion 

Detection Systems. However, there is a significant difference in the approach to handle 

misconfigurations: in [2] (and also [4]) all rules in an ACL which present misconfigurations are 

rewritten, producing a new set of rules for the correct ACL. This is a sound approach but has two 

relevant practical issues: by rewriting the rules, the flow logic of the ACL is lost and the network 

operator may not be able to interpret the new rules; this may also cause intentional 

configuration by the operator, such as including some correlations deliberately, to be ignored 

and simply discarded as mistakes. Another possibly serious issue is related to the trust that 

these systems make a correct decision. Consider the case of an accept rule masking a deny rule, 

rendering it ineffective. An automatic correction of such a problem either removes the masked 

rule or alters the masking rule. In the former case, a security violation ensues if the masked rule 

is the correct one, while in the latter a connectivity problem occurs if the masking rule is correct. 

Lacking a complete knowledge of the security policy, it is impossible to determine the intention 

behind each rule. Thus, by accepting these changes to the rules, we could perpetuate a 

misconfiguration, if the incorrect change is performed. This is a possibility when a long list of 

warnings is detected and presented. An operator may be tempted to accept all proposed 

corrections, trusting the application’s decision. In our work we provide a set of suggestions, 

checked for validity, while warning IT personnel about the advantages and disadvantages of 

each choice, and leave the decision up to them. 

The work in [2] detects a type of anomaly called Irrelevance, which [3] defines, where a rule is 

irrelevant if it does not match any of the traffic that might flow through a firewall. It is possible 

to detect this misconfiguration, because they assume full knowledge of routing. However in our 

work, we deal with real routing information and it could be dangerous to consider rules as 

irrelevant, as they may actually be relevant to a routing view of the network which is different 

from the current one. 

 FIRMATO [4] has the same objectives but uses a different approach by testing possibilities of 

traffic instead of performing static analysis of the rules. FIRMATO [4] needs to test all possible 

packets, which is not practical. Nonetheless, nowadays there is a product [1] in the market, 

which is a descendant of FIRMATO [4] and FANG [16], which reportedly performs well. However 

it is impossible to determine, from the given information, how it works and if it still retains the 

same characteristics as intended. 
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1.4 Document Structure 

The remainder of this paper is as follows: in Section 2 we describe the network model used in 

this work; in Section 3 we list the rules and algorithms for detecting misconfigurations and 

performing route discovery; Section 4 contains details about the actual implementation of 

Prometheus; in Section 5, the results are evaluated and Section 6 includes a discussion on those 

results and presents future directions for our work; finally, Section 7 concludes. 

  



 

2 Model 
Our model is generic enough to embrace 

only limited to Firewalls, but is also performed 

equipment has a specific approach to describe and implement filtering rules. Firewalls typically 

have a list of rules that define its policy, which are applied to traffic coming from any source and 

going to any destination. Rout

rules but are applied to specific interfaces and directions (ingress or egress traffic). 

model, rules are included in ACLs, which are assigned to interfaces and directions. In the case

Firewalls with a single list, it is assumed that the list is assigned to all interfaces on all directions.

The network model is composed of nodes that represent a router, a L3 switch or a firewall

shown in Figure 1. Nodes are interconnected through 

topology. Each node has a routing table, a 

more interfaces. Interfaces are assigned a neighbor node, an IP address and at most two ACLs, 

one for inbound traffic in tha

The different components obey the following rules:

• Node: A node of the network. Each node contains four elements:

o Interface – 

o Routing Table 

o NAT Table –

o Type – Type of the node (

• Interface: A node’s interface. The information contained in interfaces 

o Neighbor Node 

Node

5 

generic enough to embrace diverse equipment configurations.

limited to Firewalls, but is also performed in other devices. Each different type of 

equipment has a specific approach to describe and implement filtering rules. Firewalls typically 

have a list of rules that define its policy, which are applied to traffic coming from any source and 

going to any destination. Routers and switches usually depend on ACLs which are also lists of 

rules but are applied to specific interfaces and directions (ingress or egress traffic). 

model, rules are included in ACLs, which are assigned to interfaces and directions. In the case

Firewalls with a single list, it is assumed that the list is assigned to all interfaces on all directions.

The network model is composed of nodes that represent a router, a L3 switch or a firewall

. Nodes are interconnected through interfaces, according to the network 

topology. Each node has a routing table, a Network Address Translation (

more interfaces. Interfaces are assigned a neighbor node, an IP address and at most two ACLs, 

one for inbound traffic in that interface, and one for outbound traffic.  

Figure 1 - Model Hierarchy 

The different components obey the following rules: 

Node: A node of the network. Each node contains four elements:

 Network interfaces. A node has at least two interface

Routing Table – Route information for this node. 

– NAT information for this node. 

Type of the node (i.e. a router, a L3 switch, or a firewall

Interface: A node’s interface. The information contained in interfaces 

Neighbor Node – The node this interface is connected to. 

Interface

Neighbor

Node

Interface

ACL

Input

Output

IP Address

Routing 
Table

Routes

NAT Table NAT Rules

Type

equipment configurations. The filtering is not 

ces. Each different type of 

equipment has a specific approach to describe and implement filtering rules. Firewalls typically 

have a list of rules that define its policy, which are applied to traffic coming from any source and 

ers and switches usually depend on ACLs which are also lists of 

rules but are applied to specific interfaces and directions (ingress or egress traffic). In this 

model, rules are included in ACLs, which are assigned to interfaces and directions. In the case of 

Firewalls with a single list, it is assumed that the list is assigned to all interfaces on all directions. 

The network model is composed of nodes that represent a router, a L3 switch or a firewall as 

interfaces, according to the network 

Network Address Translation (NAT) table, and one or 

more interfaces. Interfaces are assigned a neighbor node, an IP address and at most two ACLs, 

 

Node: A node of the network. Each node contains four elements: 

interfaces. 

i.e. a router, a L3 switch, or a firewall). 

Interface: A node’s interface. The information contained in interfaces is the following: 

Rules

Rules



6 

 

o ACL – This interface’s ACLs; there may be at most two for each interface, one for 

input and one for output. Each ACL is composed of a chain of consecutive filtering 

rules:  each rule is checked in the order it appears in the chain, and only the first 

matching rule is executed. Table 1 describes the rule components and their valid 

values. 

Field Description Valid Values 

Source IP Set Source IP Address set that this 

rule should match 

Valid IP Address(es) 

Destination IP Set Destination IP Address set that 

this rule should match 

Valid IP Address(es) 

Source Port Set Source ports this rule should 

match 

Valid port number(s) 

Destination Port Set Destination ports this rule should 

match 

Valid port number(s) 

Protocol Protocol of the traffic this rule 

should match 

Valid protocol 

number(s) 

Table 1 - ACL rule components 

o IP Address – This interface’s IP Address. An interface may not have one. 

• Routing Table: The routing information of this node consists of at least one route. Rule 

components are described in Table 2. 

Field Description Valid Values 

Destination Network 

Address 

IP Address of the destination 

network 

Valid IP Address 

Destination Network 

Mask 

Mask of the destination network Valid IP Mask 

Next Hop IP Address IP Address of the next hop node Valid IP Address 

Interface Name of the interface this route 

belongs to 

Interface Name (may 

be Any) 

Table 2 - Routing rule components 

• NAT Table: The NAT information of this node. A node may not have NAT rules. Rule 

components are described in Table 3. 
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Field Description Valid Values 

Input Interface Source IP Address set that this 

rule should match 

Input Interface Name 

(may be Any) 

Output Interface Destination IP Address set that 

this rule should match 

Output Interface Name 

(may be Any) 

Source Address Source address(es) this rule 

should match 

Valid IP Address(es) 

(may be Any) 

Destination Address Destination address(es) this rule 

should match 

Valid IP Address(es) 

(may be Any) 

Service Service(s) this rule should match Valid port number(s) 

(may be Any) 

Mapped Source 

Address 

Address(es) to map  the source 

address(es) to 

Valid IP Address(es) 

(may be Any) 

Mapped Destination 

Address 

Address(es) to map  the 

destination address(es) to 

Valid IP Address(es) 

(may be Any) 

Mapped Service Service(s) to map  the service(s) 

to 

Valid port number(s) 

(may be Any) 

Table 3 - NAT rule components 

• Type: The node’s type distinguishes the device type of a node. A node may be a router, 

a L3 switch or a Firewall. 
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3 Detecting Misconfigurations 

3.1 Misconfiguration Categories 

We consider three categories of misconfigurations: Policy Violations, Inconsistencies, and 

Inefficiencies. 

Policies are usually described by whitelists and blacklists or another set of high level rules. The 

process of detecting policy violations consists in checking if these pre-defined policies are 

followed. 

Inconsistencies are good indicators of misconfiguration, as they stem from a defined set of rules 

that determine the security policy, which requires consistency to be effective [20]. We consider 

they manifest themselves at two different levels: Intra-ACL and Inter-ACL. 

Intra-ACL Inconsistencies occur between the rules of a specific ACL and are only relative to the 

content and order of those rules. Inter-ACL inconsistencies occur between the rules of different 

ACLs, which may even belong to the same node.  

Intra-ACL Inconsistencies arise when some rules totally or partially mask others and can be of 

the following types: Shadowing, Generalization and Correlation. Shadowing might mean an error 

in rule ordering, whereas a Generalization and a Correlation are more likely to be benign and 

intentional. Intra-ACL Inefficiencies may be Redundancies or Verbosities. The characteristics that 

define these types of misconfigurations are presented in Section 3.1.1. 

 FIREMAN [20] defines another type of inconsistency, a “Cross-Path” inconsistency, which occurs 

when packets that are expected to travel the network through one path are actually diverted 

through another path. This causes the rules that block or accept these packets to be ineffective, 

resulting in a security issue (if packets supposed to be rejected are accepted) or a connection 

issue (if packets supposed to be accepted are rejected). It is possible to detect these 

inconsistencies by checking different paths in the network. In our case, we use the actual 

network routes taken at a certain point in time, reflecting the behavior of the network at that 

point, so this type of analysis is performed by determining a set of possible paths at a moment 

and analyzing those paths. We can include more routes as we want to test different scenarios. 

3.1.1 Intra-ACL Misconfigurations 

Shadowing (Figure 2): when the rule currently being analyzed defines an action for a set of 

packets that are assigned the opposite action by a previous rule or set of rules. We consider this 

an error because the shadowed rule is never activated, which means that one of the rules is 

incorrect, since they have conflicting purposes. In Figure 2 we can see an example of Shadowing: 

a deny rule is shadowed by an accept rule. In this and the remaining figures in this section, the 

arrow represents the input traffic entering an ACL and each circle represents a set of packets 

that are either accepted or denied. When there is an intersection, it is marked with a shadow 

and dashed lines to define the limits of that intersection.  
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Figure 2 – Shadowing 

Generalization (Figure 3): when a portion of the packets that the current rule applies to are 

matched by one or more previous rules, but with a different action. 

 

Figure 3 – Generalization 

 

Correlation (Figure 4): when the set of packets defined by the current rule intersects with that of 

previous rules, but specifies a different action. Although they intersect, one of the sets is not a 

superset of the other.  



10 

 

Accept Rule

Deny Rule

Input Traffic

Key:

 

Figure 4 – Correlation 

Generalizations and Correlations may not be configuration errors, but intentionally done to 

exclude a small portion of a set from an action, improving the performance of the filtering 

process. An example of how this results in better performance is shown on Table 4. Rule 1 

defines an action for a subset of the packets defined in Rule 2. Not using Rule 1 means that a lot 

more rules have to be used to define the set of Rule 2 without the node of Rule 2. Hence, these 

inconsistencies should be marked as warnings and left for the security principal to decide what 

the best course of action is. 

Source Address Source 

Ports 

Destination Address Destination 

Ports 

Protocol Action 

10.0.0.5/32 Any 10.1.0.5/32 Any TCP Accept 

10.0.0.0/16 Any 10.1.0.0/16 Any TCP Deny 

Table 4 - Example ACL 

The consequences of one of these misconfigurations depend on whether the masked rule is an 

accept or deny rule. If the masked rule masked is a deny rule, this could be a serious security 

issue, because some or all of the traffic that the rules should reject is actually allowed to enter 

the network; if the masked rule is an accept rule, then this masking is likely to cause a 

connectivity issue, as some or all of traffic that should be allowed to enter the network is 

rejected. 

3.1.2 Inter-ACL Misconfigurations 

Different ACLs can be placed at distinct security levels: a specific ACL may belong to the inside of 

a network where the level of security is higher and the rules are tighter, while another may 

belong to the outside of that network, where security is less of an issue. For this reason, a 

Generalization inconsistency among the ACLs of a path flowing from the outside of the network 

to the inside is the result of an increased security level and not an error.  In this scenario, the 

only actual inconsistency that can be an error is Shadowing: if a rule shadows another along the 

currently existing set of paths, this most likely reflects as a connectivity problem. This is different 
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from what happens in [20] where it is considered that the traffic is shadowed only if the 

shadowing occurs on every path, because the distributed check performed considers the impact 

of all possible incoming routes to an ACL. In our case we determine the case of a set of paths, 

which may not represent all of the possible ones, but the most likely ones, given the current 

routing information of the network. There can be a case of a legitimate rule for a specific path 

being considered as shadowed given the current routing state. But in this case, there is in fact an 

issue: not with the rule, but the path, which does not exist in the current routing state. 

However, this type of false positive does not occur in our evaluation of the production network. 

3.1.3 Rule Definition 

As defined, ACLs are assigned to specific interfaces and to a specific direction: input or output. 

Input ACLs are the ones that control the ingress of traffic into an interface, and output ACLs 

control the egress of traffic.  Traffic may also be subject to address translation, which maps 

addresses or ports into different ones. NAT rules are applied after ingress traffic is filtered by 

input ACLs and before egress traffic is checked by output ACLs. 

Each rule is composed of the following elements: 

• Source Address (SrcAddr): The source IP addresses 

• Destination Address (DstAddr): The destination IP Addresses 

• Source Ports (SrcPts): The source service ports 

• Destination Ports (DstPts): The destination service ports 

• Protocol (Proto): The protocols this rule corresponds to 

Each element is represented by one or more variables with specific domains (Section 4.3.1) and 

a rule is represented by the AND of all these variables: 

����� � ��	
���� � ��
���� � ��	���� � ������ � ������ 

Thus, a rule represents the set of packets accepted or rejected by it, depending on whether it is 

an accept rule or a deny rule. 

3.2 ACL Analysis for Misconfiguration Detection 

This section describes the procedure for parsing and detecting misconfigurations. The parsing 

procedure consists of two steps. The first step has the purpose of normalizing configuration files 

into XML files with a known syntax. These are then parsed, and the configuration information is 

stored in the database. For the first step we use Nipper [19], a tool that performs a simple 

security audit of equipment configuration files and generates reports that include the 

configuration information. The use of this tool enables us to parse configurations from 11 

different vendors and multiple versions of each of those vendors’ software. The XML files 

obtained are then parsed and the data is loaded into the database.  

To perform our analysis, we need to keep a few sets with rule information. The ones we use are 

similar to those used in [20], and we describe them below. The notation used is as follows: 
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�����������	 represents the input set to an ACL; 
		������ represents the set of packets 

which are accepted so far; ������ represents the set of packets which are rejected so far; 

���������������	 represents the set of packets that reach the current rule, i.e., the traffic 

that is rejected or accepted by previous rules. Formally, ���������������	 at rule i is defined 

as follows: 

���������������	� � �����������	 � Ÿ�
		������� � �������� 

In the beginning of the process we have that 
		������ � ������ �   and 

���������������	 � �����������	. After each rule is processed, the ���������������	 

set is adjusted as previously defined and each set (
		������ and ������) is also adjusted, by 

the following operations: 

If ����� is an Accept Rule: 
		�������!" � 
		������� � �����  

If �����  is a Deny Rule: �������!" � ������� � ����� 

The resulting 
		������ at the end of the check of an ACL represents the input set to the next 

ACL when checking for Inter-ACL misconfigurations. However, there may be changes in the rules 

after the ACL is applied. More specifically, if NAT is used and the ACL is an input ACL, the source 

addresses of the rules may change according to existing NAT rules. Due to this fact, another set 

is kept, which reflects the result of applying the NAT rules to the 
		������ rules, the $
����. 

This is the one used as �����������	 for other ACLs, in case NAT rules exist.  This is one of the 

important differences between our work and [20], which does not consider the impact of NAT in 

the flow of traffic between firewalls. 

This $
���� is created during the rule checking stage, similarly to 
		������, but replacing the 

rule elements (source address, destination address or service) for the ones in the NAT table. So, 

for a given rule �����, its corresponding NAT rule is: 

$
������ � $
���	
���� � $
���
���� � $
���	���� � $
������� � ������ 

And $
���� is defined as: 

If ����� is an Accept Rule that has a corresponding NAT rule $
������, then: 

$
�����!" � $
����� � $
������  

Notice that if the element in the NAT table is “Any”, it is not replaced, as it matches any 

situation, and instead of using the NAT table element for NAT rules, we use the regular element. 

Take the example in Table 5 and Table 6. The rule table indicates that the source address of any 

packet with a source of 10.0.0.1 in any source port and any destination address, destination port 

or protocol, is converted to the address 192.168.0.1. The result of this translation is displayed in 

Table 6. 
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Src Src 

Ports 

Dst Dst 

Ports 

Proto NAT Src NAT 

Src 

Ports 

NAT 

Dst 

NAT 

Dst 

Ports 

NAT 

Proto 

10.0.0.1 Any Any Any Any 192.168.0.1 Any Any Any Any 

Table 5 - NAT Rule Table 

  

 Source Address Source 

Ports 

Destination 

Address 

Destination 

Ports 

Protocol Action 

Before NAT 10.0.0.1 Any 10.0.2.0/24 Any TCP Accept 

After NAT 192.168.0.1 Any 10.0.2.0/24 Any TCP Accept 

Table 6 - Effect of NAT 

 

3.2.1 Intra-ACL Checking 

To detect misconfigurations in the filtering rules of an ACL, we use the checking rules defined in 

[20]. These checking rules are similar for Accept and Deny ACL rules, only the sets checked are 

different. We detail these rules in Table 7 and Table 8. 

 



14 

 

Accept Rules 

%&'()Õ %(*+),),-./+00)1 This rule is an Accept rule and the traffic it represents is 

denied before, neither totally or partially. 

%&'() �  %(*+),),-./+00)1

�   

This rule is masked, which means it is shadowed, redundant 

or correlated with a previous rule. If this happens, we test 

to see which of those cases this is. A masked rule represents 

an error. 

Masked Rule and 

%&'()Õ  2(,34(5 

Shadowing occurs. This rule is shadowed by at least one 

previous rule. This represents an error, and we need to 

determine which rule(s) are causing it. 

Masked Rule and 

%&'() �  2(,34(5 �   

This rule is redundant. All the packets it represents are 

accepted by previous rules, making this one pointless. 

Masked Rule and none of the 

above 

The rule has some redundancy and is otherwise correlated 

to others before it, which means that part of the packets 

this rule defines are accepted and others rejected by 

previous rules. The rule is considered redundant as it does 

not match any packets, but the reasons may vary. 

%&'()� %(*+),),-./+00)1 

And 

%&'()∩ %(*+),),-./+00)1

6   

This rule is partially masked. This is an error or a warning, 

depending on the type of masking. 

Partially Masked Rule and 

%&'() �  2(,34(5 6   

Correlation: Part of the packets matched by this rule is 

rejected by previous rules. This is a warning, as it might be 

intentionally configured this way by a security officer. 

Partially Masked Rule  

and 

%&'(7 Õ %&'(), 7 9 )  
and     

%&'(7 is a deny rule 

Generalization: This rule is a generalization of a previous 

one. It accepts a set of packets that contain a smaller set 

which is rejected by previous rules. This is a warning as it 

might be intentional. In FIREMAN [20] checking for this case 

means iterating over all previous Deny rules, as the ones 

that matched are unknown. In our case, it suffices to check 

only the rules that matched the Partially Masked Rule 

definition.  

These rules are found with  ����� �  $��:����������. 

$��:���������� stores the rule number of each rule in 

������. The details on numbered sets can be found in 

Section 3.2.3. 

Partially Masked Rule  

and 

%&'() �  ;11(<54(5 6    

and 

%&'(7 Õ %&'(), 7 9 ) 
and     

%&'(7 is an accept rule 

Redundancy: if ����= is removed, all packets are still 

accepted, as they match the current rule. This is considered 

an error in  ����=. 

Table 7 - Accept Rules for Intra-ACL Checking 



15 

 

Deny Rules 

%&'()Õ %(*+),),-./+00)1 This rule is a Deny rule and the traffic it represents is denied 

before, neither totally or partially. 

%&'()
�  %(*+),),-./+00)1 �   

This rule is masked, which means it is shadowed, redundant 

or correlated with a previous rule. If this happens, we test to 

see which of those cases this is. A masked rule represents an 

error. 

Masked Rule and 

%&'()Õ  ;11(<54(5 

Shadowing occurs. This rule is shadowed by at least one 

previous rule. This represents an error, and we need to 

determine which rule(s) are causing it. 

Masked Rule and 

%&'() �  ;11(<54(5 �   

This rule is redundant. All the packets it represents are 

rejected by previous rules, making this one pointless. 

Masked Rule and none of the 

above 

The rule has some redundancy and is otherwise correlated to 

others before it, which means that part of the packets this 

rule defines are accepted and others rejected by previous 

rules. The rule is considered redundant as it does not match 

any packets, but the reasons may vary. 

%&'()� %(*+),),-./+00)1 

And 

%&'()∩ %(*+),),-./+00)1

6   

This rule is partially masked. This is an error or a warning, 

depending on the type of masking. 

Partially Masked Rule and 

%&'() �  ;11(<54(5 6   

Correlation: Part of the packets matched by this rule is 

accepted by previous rules. This is a warning, as it might be 

intentionally configured this way by a security officer. 

Partially Masked Rule  

and 

%&'(7 Õ %&'(), 7 9 ) 
and     

%&'(7 is an accept rule 

Generalization: This rule is a generalization of a previous 

one. It rejects a set of packets that contain a smaller set 

which is accepted by previous rules. This is a warning as it 

might be intentional. In FIREMAN [20] checking for this case 

means iterating over all previous Deny rules, as the ones 

that matched are unknown. In our case, it suffices to check 

only the rules that matched the Partially Masked Rule 

definition.  

These rules are found with  ����� �  $��:����
		������. 

$��:����
		������ stores the rule number of each rule in 


		������. The details on numbered sets can be found in 

Section 3.2.3. 

Partially Masked Rule  

and 

%&'() �  2(,34(5 6    

and 

%&'(7 Õ %&'(), 7 9 ) 
and     

%&'(7 is a deny rule 

Redundancy: if ����= is removed, all packets are still 

rejected, as they match the current rule. This is considered 

an error in  ����=. 

Table 8 - Deny Rules for Intra-ACL Checking 



16 

 

3.2.2 Inter-ACL Checking 

In this section we consider that �����������	 is equivalent to the packets that are allowed to 

reach this ACL. Hence, it coincides with the 
		������ of the previous ACL on the path, or the 

$
���� in case NAT is used. The checks are as follows: 

Accept Rules 

%&'() Õ >,<&5./+00)1 Traffic is not blocked by previous rules and is allowed to reach this 

specific ACL. 

%&'()� >,<&5./+00)1 Shadowing: This rule is shadowed by previous rules, so the traffic it 

matches does not occur on this path.  

Table 9 - Accept Rules for Inter-ACL Checking 

Deny Rules 

%&'() Õ >,<&5./+00)1 The security level increases, given that packets previously accepted 

are now rejected. This is most likely a matter of policy, and not a 

misconfiguration per se. 

%&'()� >,<&5./+00)1 Redundancy: The traffic this rule blocks is rejected by previous 

rules. However, this may not be an error, and may be intentional: 

for example, two consecutive ACLs in different devices may block 

the same set of packets for an added level of security. 

Table 10 - Deny Rules for Inter-ACL Checking 

3.2.3 Identifying the Source of a Misconfiguration 

One of the contributions of our work is the ability to determine which rule(s) cause a 

misconfiguration we detect by the defined rules. To determine which rule affects the current 

one, we use a new set. This new set is created by adding an element to the set that represents a 

rule; this new element represents the rule’s place in the ACL: the rule number.  

$��:��������� � ����� � ����$��:��� 

Similarly, to determine which router a given rule belongs to (allowing us to trace the source of a 

problem when checking for Inter-ACL misconfiguration problems), we use yet another set with 

the router ID: 

?�:��������� � ����� � �������� 

During the execution of the detection algorithm, three sets of rules are maintained: one with 

rule numbers (Numbered), one with the router ID (Labeled) and one without these rule numbers 

(Regular). We use the latter in the misconfiguration detection procedure, while the other two 

we use only to determine which rule(s) cause a misconfiguration and which router the rule(s) 

belong(s) to, if one is detected. 

The procedure for detecting misconfigurations consists in testing the current rule for problems, 

and include it in the sets previously mentioned by performing an OR operation: 

������� � ������� @ ����� 
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$��:���� � $��:���� @ $��:��������� 

?�:���� � ?�:���� @ ?�:��������� 

If a misconfiguration is found when a rule is checked, it means that some previous rule(s) match 

the current rule. An AND operation is performed between the Numbered set and the current 

unnumbered rule, Rulei. The result of this operation is a new set where the variables 

corresponding to the rule number are filled with the values of the matching rules. 

Example: 

Rule Rule Number 

A B C B D � � 1 

D B C B F � � 2 

C � D � � 3 

Table 11 - Example Rules 

 $��:��������" � $��:��������I:  

�0 B L B 3 � � � 1� @ ML � 4 � �� � 1 @ � � 2�O @ �L � 5 � � � 1� 

�$��:��������" � $��:��������I� � ����Q:  

L � 4 � �� � 1 @ � � 2� 

So, Rule3 is matched by Rule1 and Rule2. 

The same procedure determines the ID of a router, using the Labeled set instead of the 

Numbered set, when checking for Inter-ACL misconfigurations. 

3.2.4 Detecting Flow Connectivity Issues 

A practical issue in real networks is the difficulty to determine which equipments need to be 

configured with which rules, in order to accommodate a new application. This issue stems from 

the complexity of these environments, with several locations separated by long distances and 

where traffic needs to cross several devices to reach a destination. In these cases, there may be 

unforeseen issues that might cause connectivity to fail. In this section we describe one of the 

features incorporated in this work: the detection of these connectivity issues by testing a given 

flow. The checking rules are defined in Table 12.  R��S is the flow being tested and 

T�����������	 represents the traffic allowed to go through the current ACL. 
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Flow Checking 

U'VW Õ X&5<&5./+00)1 The flow is allowed to pass. No connectivity issue. 

U'VW ∩ X&5<&5./+00)1 �   Shadowing: This flow is shadowed by rules in the current 

ACL, so it never goes through this path.  

U'VW � X&5<&5./+00)1 

And 

U'VW ∩ X&5<&5./+00)1 6   

Correlation: This flow is partially masked by some rule(s) in 

the current ACL, so there are connectivity issues. 

Table 12 - Flow checking rules 

In case Shadowing or Correlation occurs we can pinpoint the rules and ACLs that mask the flow 

by using a numbered set of T�����������	, similarly to how we detect the source of a 

misconfiguration, as described in section 3.2.3. 

3.3 Detection Algorithms 

In this section we look at the actual algorithms used to perform the misconfiguration detection.  

3.3.1 Intra-ACL algorithm 

Algorithm 1 performs Intra-ACL misconfiguration detection on the rules of an ACL.  
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There are two important details in this algorithm: first, the value for the input traffic to the ACL 

is always considered to be W, the full range of traffic possible (all source addresses, to all 

destination addresses, on all source ports, etc.); second, the resulting sets are recorded in the 

database, both regular sets and those with the NAT performed. This is important for performing 

Inter-ACL detection, so we do not have to re-check all rules. NAT is performed after checking 

ACLs, so, our data must reflect this. We use other sets to help determine misconfiguration origin 

rule numbers, but omit them here for clarity. The functions check_accept_misconfigurations and 

check_deny_misconfigurations perform the checks mentioned in Section 3.2.1. 

3.3.2 Inter-ACL algorithm 

Algorithm 2 performs the Inter-ACL misconfiguration detection. This algorithm is designed to be 

as fast as possible, skipping Intra-ACL checks as much as possible. It uses data obtained from 

previous executions of the Intra-ACL algorithm, if it exists and there are no misconfigurations 

detected. Thus, the algorithm is faster when all ACLs in the route we are testing are previously 

checked and no misconfigurations exist. 

Algorithm 1 - detect_ intra _acl_misconfigurations 

Function detect_intra_acl_misconfigurations (Rules, NRules) 

// Rules – Rules of the ACL being checked 

// NRules – NAT rules of the node being checked 

Begin 

Declare variable: input_traffic = W; // W: all possible traffic 

Declare variable: accept_rules = «; // «: empty set 

Declare variable: deny_rules = «; 

 

For each r in Rules 

Do 

 nr = find_nat_for_rule(NRules,r); 

 If r is an accept rule 

  check_accept_misconfigurations(r); 

  accept_rules = accept_rules ( nr 

 Else 

  check_deny_misconfigurations(r); 

  deny_rules = deny_rules ( nr 

 input_traffic = input_traffic – r; 

Done; 

 

(nat_accept_rules,nat_deny_rules) = perform_nat(accept_rules,deny_rules); 

record_resulting_sets_in_database(accept_rules,deny_rules, 

nat_accept_rules,nat_deny_rules); 

End; 
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Function get_set_representing_acl obtains the result from an Intra-ACL check of the given ACL 

from the database, if it exists. The check_rule_misconfigurations function uses the rules for an 

Inter-ACL check procedure, but iterates over each rule, because the ACL being checked has 

misconfigurations and it is impossible to ensure that the result set is a valid one otherwise. For 

example, if an accept rule is shadowed by a deny rule inside an ACL, traffic that should be 

allowed through it is blocked and does not reach the next ACL. The check_set_misconfigurations 

uses the results of an Intra-ACL misconfiguration detection procedure to perform the 

verifications defined in Table 9 and Table 10. In the beginning, the algorithm is called with an 

Input set of W, as in the case of Intra-ACL detection. 

A similar algorithm is used to perform flow checking (Section 3.2.4), however the initial input is 

the flow to be tested, and instead of checking the set for misconfigurations, the flow is checked 

using the rules described in Table 12. 

Algorithm 2 - detect_inter_acl_misconfigurations 

Function detect_inter_acl_misconfigurations (Route, Input) 

// Route – The ACLs along the route 

// Input – Input set for the detection 

Begin 

Src = pop_head(Route); 

current_set = get_set_representing_acl (Src); 

If current_set  not found 

 rules = get_rules_of_acl(Src); 

 nrules = get_nat_rules_of_node_with_acl(Src); 

 detect_intra_acl_misconfigurations(rules,nrules); 

current_set = get_set_representing_acl (Src); 

Else if current_set has misconfigurations 

 check_rule_misconfigurations(Input,Src); 

Else 

check_set_misconfigurations(Input,current_set); 

End if; 

 

Input = Input … current_set; 

If Route is empty 

 Return Input; 

Else 

Return detect_inter_acl_misconfigurations(Route, Input); 

End if; 

End; 
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3.3.3 Route Discovery Algorithm 

Route discovery in a network can be performed in several ways. One way is through the 

discovery of paths in a graph that represents the network, using one of the several algorithms 

available. These paths however, may not be consistent with real routes, as they show the 

possible ones, without the use of any data from the network itself apart from adjacency 

information. Another way is to use the equipment’s configuration information to determine its 

behavior according to the different protocols configured in it. This is extremely complex, as it 

requires the full emulation of the logic of all devices in the network, and computationally 

expensive as there are too many possible states to account for, making it unfeasible. Yet 

another way is to use dynamic routing information, obtained from the routing tables of devices. 

A snapshot of the current routing state is taken at a certain point in time, and that information is 

then used to discover the possible routes through the network. The snapshot reflects the 

routing state at the time it is taken, but it can be updated regularly and new routes discovered. 

We use the last approach. 

The procedure to determine the set of routes in the network from a source node S to a 

destination address D, is described in Algorithm 3.  

 

The algorithm implements a special case of Depth-First Search (DFS), called Depth-Limited 

Search (DLS). DLS is an uninformed search algorithm that works exactly like DFS, except that it 

Algorithm 3 - find_route 

Declare Global Array: Routes 

Function find_route(N,D,R)  

// N – Current node 

// D – Destination address 

// R – Route so far 

Begin 

Add N to R; 

If N = D 

 Add R to Routes; 

 Return; 

End if;  

If # elements R > max_depth 

 Return; 

End if; 

next_hops = get_next_hops(D); 

For each nh in next_hops 

Do 

find_route(next_hop,D,R); 

Done; 

End; 
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limits the depth of the search. This enables it to find a solution, if one exists within its defined 

depth limit. The time complexity of DLS is the same as DFS: O(b
d
) where b is the branching factor 

of the graph and d is the depth of the graph. In our case, since we use routing information, our 

branching factor is limited to the number of routes that exist for a given destination and the 

depth is limited to a value we define. The space complexity is also the same as DFS, O(h) where 

h is the length of the longest path possible, which is limited to the depth we define for the 

search. For the maximum depth, we select the value 30, taking into account the analysis in [17], 

where the mean path length is 15.9 hops for the Internet. Only one hop is found that went 

beyond 30 hops, so we consider this value to be sufficient for using inside corporate networks. 

Using routing information and limiting the depth of the search improves the performance of this 

algorithm, since it precludes the need for an exhaustive search over the whole network graph. 

We further enhance this performance by stopping the algorithm when a specified number of 

routes is obtained, thus limiting the search time and the route options. This is important, as 

there may be a large number of valid routes. However knowing all possible routes may not be 

relevant, because routes discovered last are less likely to be used than the ones first discovered. 

The first routes discovered correspond to the first rows of the routing tables, which are chosen 

unless some change occurs in a node. To account for some changes, we include a finite number 

of possible routes between two points. 

As a result of executing the algorithm above, we obtain a set of routes describing the source 

node, the destination address and the hops the routes flow through.  

3.4 Group Detection Algorithms 

The algorithms for route discovery and Inter-ACL detection are now used to implement a wider 

discovery of routes and detection process. In the case of route discovery it suffices to use the 

find_route algorithm to perform a wider search. In the case of Inter-ACL detection, the 

algorithm needs to be modified for better performance, given that a large number of checks 

have to be performed. Since these verifications are repeated several times, the process can be 

optimized. 

3.4.1 Discovering the route set of a group of nodes 

Using the find_route algorithm as a stepping stone, we obtain the set of most likely routes of a 

group of nodes in the network (or even all of them), according to the current routing 

information. Algorithm 4 obtains all valid addresses associated with all interfaces of all the 

nodes in a given list, and finds routes from every other node in the list to those addresses. 



 

One interesting aspect we use

yields a set of routes with many 

overlapping path segment

source node and the ingress of the destination node. In 

two OPSs between the source (S

possible routes from S

segments are stored only once and 

information, we are now able to perform a complete c

ACLs of these nodes. 

 

3.4.2 Detection over a set of routes

Without any optimization, performing 

a long time, depending on the size of the routes, the size of the ACLs and the number of routes 

to be checked. As we can see

of destinations tested. 

Function 

// 

Begin

For each s in Nodes

Do

 

 

 

 

 

 

Done;

End;
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we use to optimize the detection process is that this algorithm typically 

a set of routes with many of them repeated between two nodes

overlapping path segment (OPS), which is a route segment between the egress interface of the 

source node and the ingress of the destination node. In Figure 5 we see a case where there are 

two OPSs between the source (SNode) and Destination (DNode) nodes. T

possible routes from SNode to the destination addresses (D) is 2 × 3

stored only once and can be referenced as needed in the future. With this route 

information, we are now able to perform a complete check for misconfigurations between the 

Figure 5 - Overlapping path segments 

Detection over a set of routes 

Without any optimization, performing misconfiguration detection over a set of routes may take 

g time, depending on the size of the routes, the size of the ACLs and the number of routes 

we can see from Figure 5, the number of routes is dependent on the number 

tested. However, misconfiguration detection performed from the perspective 

Algorithm 4 - find_node_group_route_set 

Function find_node_group_route_set(Nodes)  

// Nodes – Node list 

Begin 

For each s in Nodes 

Do 

 Declare Array: R; 

 For each d in Nodes 

 Do 

  addrs = get_interface_addresses(d)

For each da in addrs 

Do 

   find_route(s,da,R); 

Done; 

 Done; 

Done; 

End; 

 

to optimize the detection process is that this algorithm typically 

between two nodes. We record an 

OPS), which is a route segment between the egress interface of the 

we see a case where there are 

) nodes. The actual number of 

3 = 6. Overlapping path 

referenced as needed in the future. With this route 

heck for misconfigurations between the 

 

misconfiguration detection over a set of routes may take 

g time, depending on the size of the routes, the size of the ACLs and the number of routes 

, the number of routes is dependent on the number 

performed from the perspective 

addrs = get_interface_addresses(d); 



 

presented in Figure 5, 

destinations, it is necessary to test for all possible source

necessary checks is now

However, using the OPSs

detection procedure consists 

from the previous one. 

and store the results. These results can now be used every time this OPS appears in the path.

This reduces the number of times the detection procedure is executed to one per each OPS, 

instead of one per ACL along the OPS. In the example 

source nodes, to all destination 

routes, each with 4 hops.

interfaces, it means that for each path we need to perform the misconfiguration detection 8 

times. Using an OPS this number is reduced t

OPS and exiting the DNode

more. If we consider that for a source

D on Figure 6) is also repeated for every source we are testing, we also store this information 

the first time we perform misconfiguration detection on this path.

a large number of checks to be performed over a

misconfiguration detection over a set of routes

get_set_representing_ops 

through the OPS of the route it takes as an argument. If 

that time. This procedure increases space requirements to reduce the time required to perform 

the detection algorithm over a large number of paths.
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, does not provide complete results. Besides testing for all possible 

necessary to test for all possible sources, as shown in 

necessary checks is now 2 × 3 × 3 = 18. 

Figure 6 - Full Route Set 

using the OPSs, we can reduce the amount of necessary 

detection procedure consists in checking each ACL along the path using the traffic that 

from the previous one. We first execute this procedure on the ACLs along the 

These results can now be used every time this OPS appears in the path.

ber of times the detection procedure is executed to one per each OPS, 

instead of one per ACL along the OPS. In the example in Figure 6, there are 18 paths from all

destination nodes. For each source-destination pair there are two possible 

with 4 hops. If we assume that each hop has an ACL in the ingress and egress 

interfaces, it means that for each path we need to perform the misconfiguration detection 8 

Using an OPS this number is reduced to 3 times per path: entering the S

Node. In fact, it is possible to reduce the number of required checks even 

more. If we consider that for a source-destination pair, the last section of the path (from D

) is also repeated for every source we are testing, we also store this information 

the first time we perform misconfiguration detection on this path. These improvements enable 

a large number of checks to be performed over a short period of time.

misconfiguration detection over a set of routes using these improvements. 

get_set_representing_ops function obtains a pre-recorded set representing the traffic going 

of the route it takes as an argument. If the set does not 

This procedure increases space requirements to reduce the time required to perform 

the detection algorithm over a large number of paths. 

. Besides testing for all possible 

 Figure 6. The number of 

 

necessary checking steps. Each 

CL along the path using the traffic that arrives 

procedure on the ACLs along the identified OPSs 

These results can now be used every time this OPS appears in the path. 

ber of times the detection procedure is executed to one per each OPS, 

there are 18 paths from all 

n pair there are two possible 

If we assume that each hop has an ACL in the ingress and egress 

interfaces, it means that for each path we need to perform the misconfiguration detection 8 

o 3 times per path: entering the SNode, checking the 

In fact, it is possible to reduce the number of required checks even 

destination pair, the last section of the path (from DNode to 

) is also repeated for every source we are testing, we also store this information 

These improvements enable 

short period of time. Algorithm 5 performs 

using these improvements. The 

recorded set representing the traffic going 

does not exist, it is calculated at 

This procedure increases space requirements to reduce the time required to perform 
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3.5 Suggesting Solutions 

Suggesting solutions for detected misconfigurations is not a simple task and must be carried out 

with caution to avoid causing further configuration problems. We offer a set of suggestions, and 

inform about the advantages and disadvantages of each suggestion, leaving the decision up to 

the operator. We check the suggested actions to determine if the choices presented do not 

cause other misconfigurations. 

3.5.1 Solutions for Intra-ACL misconfigurations 

Intra-ACL misconfigurations can cause security or connectivity issues and also have a negative 

impact on the performance of the device they appear on. Security issues occur when a deny rule 

is masked (Shadowing, Generalization or Correlation) by an accept rule. In this scenario, traffic 

that is supposed to be rejected may actually be accepted. This may or may not be a mistake, as 

there are situations of valid use, as discussed in Section 3.1. Connectivity issues appear when an 

accept rule is masked by a deny rule. Again this may be intentional and valid. Inefficiencies in 

rule processing are caused by redundancies. With this in mind, we categorize the possible 

choices for each of these cases in Table 13 (N/A – Not Allowed). 

Algorithm 5 - detect_node_group_inter_acl_misconfigurations 

Function detect_node_group_inter_acl_misconfigurations(Route,S)  

// Route – List of ACLs along the route 

// S – Input ACLs of first hop in route 

Begin 

ops_set = get_set_representing_ops(Route); 

If ops_set not found 

 ouput_set = detect_inter_acl_misconfigurations(Route, true); 

Else 

 ouput_set = check_set_misconfigurations (true, ops_set); 

 last_hop = tail(Route); 

 ouput_set = detect_inter_acl_misconfigurations(last_hop, Input); 

End if; 

For each ACL in S 

Do 

 ACL_set = get_set_representing_acl (ACL); 

 input_set = check_set_misconfigurations(true, ACL_set); 

 check_set_misconfigurations (input_set, ouput_set); 

Done; 

End; 
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Misconfiguration 

Type 

Error in Masked Rule Error in Masking Rule Valid Use 

Shadowing Remove masked rule Modify masking rule or 

move masked rule to 

before masking rule; 

Temporary rules 

Generalization Modify masked rule, if 

simple 

Remove masking rule Verify policy to 

confirm rules 

Correlation Modify masked rule, if 

simple 

Modify masking rule, if 

simple; else, move 

masking rule to below 

masked rule. 

Verify policy to 

confirm rules 

Redundancy Remove the masked 

rule 

Remove the masked 

rule 

N/A 

Table 13 – Possible Solutions for Intra-ACL Misconfigurations 

The example in Table 14 shows a correlation with a possible security violation, for which we 

suggest the following course of action: 

1. Verify the policy to make sure what is the actual policy intended 

2. According to the policy make one of the following changes: 

a. If rule 1 is correct, modify rule 2 if the change is a simple operation. 

b. If rule 2 is correct: 

i. Modify rule 1 to remove the set that conflicts with rule 2 , if the change is a 

simple operation 

ii. Move rule 2 to before rule 1. 

Table 14 - Example ACL with Correlation 

If the option of moving the second rule to before the first one is chosen, it generates a valid use 

situation for a Generalization misconfiguration, which is acceptable. By looking at the rules it is 

clear that option 2.b.i is not as simple as the other option, as it requires defining a set of rules 

that includes all addresses in the 10.0.0.0/24 subnet, except for address 10.0.0.5/32. 

The act of removing a rule might cause the result of the misconfiguration detection algorithm to 

change in unforeseen ways. To account for this, after determining the possible courses of action, 

a second verification is carried out including the changes suggested, to determine if other 

misconfigurations have surfaced. If any change causes further misconfigurations (except 

redundancies), then those changes are still included in the suggestions, but a more detailed 

report is provided, explaining that these changes may cause further problems and suggesting 

Rule # Source Address Source Ports Destination 

Address 

Destination 

Ports 

Protocol Action 

1 10.0.0.0/24 Any 10.0.2.0/24 Any TCP Accept 

2 10.0.0.5/32; 

10.0.1.5/32 

Any 10.0.2.0/24 Any TCP Deny 
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the manual verification of the impacted rules. This prevents a case where the suggestions cause 

security or connectivity issues, changing the intended security policy. 

3.5.2 Solutions for Inter-ACL misconfigurations 

In the case of Inter-ACL misconfigurations it is not as simple to determine the impact of 

solutions for existing errors as there may be different paths affected by some rule. This solution 

implies re-checking all paths.  

 In this case, the most relevant misconfiguration is Shadowing as it may cause connectivity 

issues. Redundancies may also occur, but these are more likely to be correct, as it is a good 

security practice to include some basic checks in all ACLs (such as a default deny rule at the end 

of an ACL). Since these have no impact on connectivity and may actually be a consequence of a 

correct configuration, we concentrate only on shadowing. The possible suggestions are 

described in Table 15. 

Misconfiguration 

Type 

Error in Masked Rule Error in Masking Rule Valid Use 

Shadowing Remove masked rule Modify masking rule or 

move masked rule to before 

masking rule 

N/A 

Table 15 – Possible Solutions for Inter-ACL Misconfigurations 

Suggesting these actions requires checking if the misconfiguration exists on all possible paths 

according to the ones determined by the current state of network routing. Given that we use 

real routing information, the existence of these misconfigurations translates into real 

connectivity problems. 

Using the example in Table 16, the suggestions are:   

1. Verify the policy to make sure what the actual policy intends 

2. According to the policy make one of the following changes: 

a. If rule 1 is correct, remove rule 2 

b. If rule 2 is correct: 

i. Modify rule 1 to remove the set that conflicts with rule 2 

ii. Move rule 2 to before rule 1. 

 

Table 16 - Example Distributed ACL with Shadowing 

  

Node ID Source Address Source 

Ports 

Destination 

Address 

Destination 

Ports 

Protocol Action 

1 10.0.0.0/16 Any 10.1.0.0/16 Any TCP Accept 

2 10.0.0.5/32 Any 10.1.0.5/32 Any TCP Deny 
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4 Prometheus Architecture  

A modular approach is used in the Prometheus architecture. We separate the tasks with higher 

complexity from those related to the user interface and configuration file parsing. This 

decoupling allows the separate deployment of all modules on machines with different 

resources, adapted to each module’s demands. The diagram in Figure 7 depicts the modules of 

the Prometheus Architecture, which is detailed below. The Configuration Parser (Section 4.4) 

module is responsible for parsing the device configuration files and loading the model data into 

the database. The Application Server (Section 4.2) acts as an interface between the Prometheus 

Client (Section 4.1) and the Prometheus Daemon (Section 4.3), submitting jobs and collecting 

data from the database. The Prometheus Client is the user interface and gives users access to 

the functions of the architecture. The Prometheus Daemon performs the actual analysis of the 

model data, detecting misconfigurations, performing route discovery and loading the results 

into the database. 

 

Figure 7 - Architecture modules 

4.1 Prometheus Client 

The client is a Java Application/Applet that provides the system’s functionality to its users. The 

top level functions it provides include: 
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Section Functions 

Configuration Files Display File Information 

Display Configuration Data 

Network Nodes Display Information about the Nodes 

Create Virtual Nodes 

Network Diagram Visualization of the Network Topology 

Launch ACL checking processes (Inter/Intra-ACL) 

Launch Route Discovery processes 

Launch process to determine if a flow works between two points 

Results View ACL check results 

View Route discovery results 

View flow test results 

Statistics View different statistics over the data in the database and the results of 

different checks 

Table 17 - Interface functionality 

Most of these functions are actually executed by the Prometheus Daemon and the application 

server modules, allowing the client to be lightweight. The most complex work this module 

performs is displaying the network diagram, built from the model data it obtains through the 

application server. It also generates the charts used to visualize statistics and results, again with 

data it obtains through the application server. The client has a thread responsible for checking if 

jobs the user requests, and the application server submits, finish and what their status is in 

order to provide feedback to the user. 

4.2 Application Server 

This component provides the interface between the client and the data. It is composed of 

several Java Servlets which perform the tasks the users request through the Prometheus Client. 

The Servlets’ only tasks include accepting client requests, accessing the database and returning 

data or replies to those requests. When a client requests an operation that involves more than 

collecting data from the database, such as an ACL check, the Servlets submit a job by creating an 

entry in a specific table in the database. The Prometheus Daemon routinely monitors those 

tables looking for jobs to execute. 

4.3 Prometheus Daemon 

The Prometheus Daemon is the worker of the system. All major tasks are performed by this 

daemon and results uploaded to the database. The high-level workflow of this daemon is shown 

in Figure 8. 
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Figure 8 - Prometheus Daemon Workflow 

We now describe the different jobs handled by this daemon. 

4.3.1 ACL Checking 

An ACL Checking job consists in performing misconfiguration detection on all ACLs of a given 

node (from the node’s most recent configuration file). This is performed using the rules we 

define in section 3.2. The set operations are performed using Binary Decision Diagrams (BDD) as 

in [20]. When we finish a check the results are uploaded to the database. Similarly, the 

resulting 
		������, ������ and $
���� BDDs are stored in the database to use when 

performing an Inter-ACL misconfiguration detection procedure. 

BDDs representing a rule are formed as defined in section 3.1.3: 

����� � ��	
���� � ��
���� � ��	���� � ������ � ������ 

Each factor of the above formula is represented by one or more variables. Table 18 contains a 

description of each of the elements in a rule. 
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Element Type BDD variables Ranges 

Source Address IP Address 

Range 

Formed by 4 variables, each representing an 

octet of the IP Address range described 

0-255 

Destination 

Address 

IP Address 

Range 

Formed by 4 variables, each representing an 

octet of the IP Address range described 

0-255 

Source Ports Number 

Range 

1 variable, representing the range of values 0-65535 

Destination 

Ports 

Number 

Range 

1 variable, representing the range of values 0-65535 

Protocol Number 

Range 

1 variable, representing the range of values 0-255 

Table 18 - BDD components of rules 

A rule is thus represented by a BDD with 11 variables, with different domains. 

4.3.2 Route Discovery 

A Route Discovery job determines the routes between two points in the network defined by 

their IP address. The routes are determined using Algorithm 3, described in Section 3.3.3. 

4.3.3 Inter-ACL Checking 

Inter-ACL checking consists in checking a path for misconfigurations using Algorithm 2, described 

in Section 3.3.2. 

4.3.4 Flow Testing 

This task determines if a given flow is able to cross the network without being blocked by some 

ACL rule. A flow is defined by source and destination address sets as well as source and 

destination port sets and a protocol. The algorithm that we use is similar to Algorithm 2, and the 

input traffic for the algorithm is the flow we are testing, and not all possible traffic. 

4.4 Configuration Parser 

As mentioned in section 3.2, we use Nipper for the initial parsing of configuration files. This 

allows us to support up to 11 different types of equipments for distinct vendors. After this initial 

parsing, we obtain XML files which are then easier to parse and the information uploaded into 

the database. Notice that Nipper does not include the whole configuration information in these 

XML files, as its purpose is to perform a security analysis on the configuration files. Regardless, it 

provides enough information to satisfy the requirements of our model. 

Dynamic routing information is not included in configuration files, and we obtain it by 

performing SNMP queries to the devices in question. We then parse the responses and fill the 

corresponding database tables with routing information. 
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5 Evaluation 

5.1 Setup 

We use MySQL 5.0 and Tomcat 6.0 running on a Linux 2.6 system. The Prometheus Client is 

developed in Java, while the Prometheus Daemon is developed in C++, using BuDDY [15] to 

handle BDDs. The Prometheus Daemon has 5007 lines of code, and the application server side 

and Prometheus Client amount to 7812 lines of code.  

5.2 Testbed 

The testbed is a section of the network of a large European telecommunications provider. The 

section contains a total of 30 nodes (including Layer 3 switches, routers and firewalls of different 

versions from different vendors), with more than 350 ACLs and close to 12,000 ACL rules. 

Equipment vendors include Cisco [10] (different versions of Cisco’s IOS, PIX, FWSM and Catalyst 

software) and Check Point [6]. 

This testbed constitutes the network ecosystem of a given enterprise application, i.e., the 

network devices involved in the interactions that the application has with other applications, as 

well as with its clients. This means that the boundary of the network is not the same as the 

organizational boundaries, and that the network segments (and the devices included in them) 

are not managed by the same teams. There are two reasons for choosing the network from the 

application’s point of view. On the one hand, the impact of network problems is visible on the 

applications that depend on the network. On the other hand, these applications have a 

significant impact on the network they depend on. They often demand that their traffic 

traverses networks, a fact that requires changing rules on several devices along the paths they 

use. Sometimes they also require that the network be shaped differently, so as to respond to 

their needs by creating specific routes, or even a new physical connection, changing network 

topology. This makes the scenario more complex, but also more realistic. 

Another important part of our work is the consolidation of information dispersed over several 

places, in order to obtain a consistent and faithful network diagram of this ecosystem. This task 

is not straightforward because there is more than one team involved in managing these 

networks, of different organizational structures. Also, the ecosystem is viewed from the point of 

view of the application and not the network, so the information that is required is scattered 

across several different network diagrams (sometimes with different levels of detail) and needs 

to be aggregated correctly. By aggregating these several documents, we produce a network 

diagram, containing the view of the network, in accordance with existing configuration and 

routing information. 

5.3 Results 

We conduct several tests on our testbed and present the results in this section. All the nodes are 

production nodes with an active role in the network.  



33 

 

We perform an Intra-ACL misconfiguration check on all ACLs of all nodes. Table 19 presents the 

misconfigurations detected in these nodes (only nodes with misconfigurations detected are 

presented). As defined in Section 3.1, the Inconsistencies are Shadowing (S), Generalizations (G) 

or Correlations (C) and the Inefficiencies are either Redundancies (R) or Verbosities (V). 

Node # of ACLs # of Rules Inconsistencies Inefficiencies 

S G C R V 

A 161 4156 - - - 120 - 

B 7 1566 - - - 52 - 

C 8 678 - - - 3 - 

D 57 3109 - - - 64 - 

E 109 1775 - - - 7 - 

F 6 49 - 4 - - - 

Table 19 - Intra-ACL Misconfigurations detected 

We validate our results by selecting a reasonable number of misconfigurations from this list and 

confirming that they actually exist. It is interesting to note that none of the nodes in the network 

presents a Shadowing misconfiguration, and only a small percentage of the detected 

misconfigurations are Inconsistencies (1.6%). If we consider that there are a large number of 

ACLs and rules, it is reasonable to expect a larger number of misconfigurations. Some factors 

may explain why this does not happen: the software used for deploying rules on network 

equipments has become increasingly intelligent and detects and notifies operators about the 

most common issues (specifically some Inconsistencies) on rule compilation [8]. This software 

does not detect all possible inconsistencies and inefficiencies, and is limited to detecting them 

inside a set of rules within a single device, and not across network paths. Another factor is that, 

according to an internal policy of the organization, the filtering rules are subject to an audit 

process routinely, in order to remove existing inconsistencies and inefficiencies. 

We perform a route discovery for all nodes on the network, obtaining a total of 121,329 possible 

routes, according to the network routing information. The number of overlapping path 

segments (Section 3.4.1) is much smaller: 95. With this route information we proceed to execute 

an Inter-ACL check over the full route set. This procedure uncovers a total of seven confirmed 

misconfigurations: six redundancies and one shadowing. Some of these redundancies 

correspond to a case of enforcing a similar policy in two consecutive ACLs due to a matter of 

security policy and not an actual problem (e.g.: a default deny rule). There is only one 

Shadowing misconfiguration and it does not actually jeopardize connectivity, since the 

shadowed rule is merely allowing ICMP requests. However it does raise a concern as to the 

policy deployed on that ACL: the rule in question is accepting ICMP requests from any host, and 

this may not be the desired behavior.  

A very important result is the ability to obtain a realistic and updated network status. The 

network topology built by aggregating dispersed information may not be accurate and is 

expensive to keep updated, due to the size and complexity of the networks. With our system, it 

is simple to obtain an exact representation of the current network topology. This process is 
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extremely fast and can be performed as needed, assuming that the configuration information is 

updated regularly. 

5.4 Performance 

The complexity of the Intra-ACL detection algorithm (Algorithm 1) is O(n), where n is the number 

of ACL rules: check each rule, one at a time, using set operations over BDDs. The resulting sets 

are stored for use in future Inter-ACL checking. This system is capable of checking 800 rules (the 

maximum value presented in [FIREMAN]) in under one second as we can see on Figure 9. 

 

Figure 9 - Performance of Intra-ACL misconfiguration detection 

Before measuring the performance of the Inter-ACL misconfiguration detection procedure, we 

apply the Intra-ACL procedure to every node, in order to generate all the necessary result sets. 

We then perform a route discovery to obtain all possible routes between nodes. This allows us 

to obtain results that are solely related to the procedure we are measuring. If these preparation 

steps are not taken, the procedure suffers from a “slow start”, i.e., the first time a node is 

analyzed the Intra-ACL procedure is applied. The same happens the first time a source-

destination pair is tested, because it requires the possible routes to be discovered. These results 

are re-used to allow a fast execution speed. A considerable performance improvement is 

achieved by storing the results of checking OPSs (Section 3.4.1) and re-using them as needed as 

described in Section 3.4.2. The complexity of the Inter-ACL misconfiguration detection 

procedure depends on the number of ACLs on the path, so it is O(a) where a  is the number of 

ACLs. The algorithm checks each ACL along the path with the input traffic that arrives from the 

previous one in the path. The worst case complexity of checking all paths between a source-

destination pair is O(ap) where a is the largest possible number of ACLs on a path (depends on 

the hop count of the path) and p is the largest possible number of paths between two nodes. 

This complexity increases when we consider the problem of checking all possible paths between 

all nodes on the network. We optimize the generalized misconfiguration detection procedure as 

described in Section 3.4.2. This algorithm increases memory requirements in order to improve 

computation performance. Nonetheless, the use of memory is still very low when compared to 
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the gain in performance. The memory used by the algorithm during the execution of this 

algorithm over the entire set of nodes of the testbed never reached 45 Megabytes. To reduce 

the memory requirement, some of the data is kept in the database and the algorithm obtains it 

when needed. Database accesses are minimized and performed only when the results are used 

for a considerable number of operations. The performance results of the detection procedure's 

execution over individual routes, depending on the number of hops, are shown in Figure 10. 

 

Figure 10 - Performance of Inter-ACL misconfiguration detection per route 

It takes just over 15 minutes to check all possible source-destination pairs even considering the 

large number of possible routes. In [20] the performance is evaluated according to the out-

degree of the network graph and the number of nodes in the network, and it is considered that 

an out-degree over 5 is not common for enterprise networks. In the case of our testbed, the 

out-degree values for each quartile are presented on Table 20. As we can see, this out-degree is 

not as uncommon as believed. 

Quartile Outdegree 

1 2,5 

2 4 

3 8 

4 12 

Table 20 – Out-degree 

  

5.5 Operator Feedback 

The results of our work are presented to the IT personnel responsible for managing the testbed 

network. Their reaction is extremely positive, and they are very interested in the results 

obtained, wishing to analyze them further, as well as expand the testbed to a larger network. 

The features that are considered most valuable to them are the following (by order of 

importance): 
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1) Verify if a flow is able to traverse the network 

2) Detect misconfigurations and obtain reports (Inter or Intra-ACL) 

3) Obtain and visualize routes and flows 

4) Automatically generate a network topology diagram 

The first feature is of special relevance because it allows a quick response to issues that come 

up, such as a connectivity problem: we are able to quickly test a given flow that is having 

problems and detect where it is failing. This precludes the need for looking at logs and 

configurations of different devices, analyze network traffic and other ways of obtaining 

information as to why a connectivity problem is happening. Naturally this reduces management 

costs greatly through the improvement of service response time and the reduction of downtime. 

The second feature is also a crucial tool for ACL maintenance. Management of this network 

includes a regular effort of manually auditing ACLs to check for rule validity. Detecting 

misconfigurations and obtaining reports, reduces the effort required in these ACL audits. 

Redundancies are especially important in this maintenance, as they have a significant impact on 

the performance of devices and their elimination is thus most welcome.   

Obtaining and visualizing routes and flows is valuable for detecting possible topology issues, and 

as an aid in the process of planning network topology changes. This feature is useful to obtain 

the current state of network routes, and also to maintain a history of these states allowing us to 

view different snapshots, and detect issues that happen only due to some routing configuration. 

Finally, automatically generating a network topology diagram is very important to allow the 

operators to keep an updated and accurate view of the topology. A process which no longer 

requires an expensive and continuous process of updating diagrams to reflect changes made to 

the network infrastructure. 
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6 Discussion 

Our model provides several advantages in distinct areas of network management. In security 

management, through the detection of ACL misconfigurations, it contributes to the reduction of 

security and connectivity issues, as well as to the improvement of the devices’ performance, by 

removing redundancies. In network management it provides a way to observe the current and 

past states of routing, thus enabling network managers to determine necessary network 

optimization steps. 

6.1 Detecting Misconfigurations and Routing 

Firewall security policies are complex by themselves and their interaction with routing policies 

and applications further complicates them, often creating security or connectivity problems.  

Misconfigurations that exist within a Firewall’s rule set originate such issues. These 

misconfigurations are serious, but only depend on the rules in that set. This makes them easier 

to detect by an appropriate set of verifications as the ones we describe in Section 3.2.1 and an 

algorithm like the one defined in Section 3.3.1. We know that their cause is another rule or set 

of rules within the same ACL, and we can easily identify and correct them.  

More complex misconfigurations arise due to the specific combination of several devices along a 

network path. These are not easy to discover, since the network routing conditions that cause 

them to appear may be temporary. This is a critical issue because it can produce network 

connectivity failures with an undetermined origin, which appear and disappear before we can 

determine what the problem is. The same is true for security problems, which can appear and 

disappear in the same manner, temporarily allowing access to a reserved area of a network, for 

example. In our work we define a model for the diagnosis of these problems that depends on 

the knowledge of the routing state of the network. We use this knowledge to determine the 

paths inside a network, and then analyze these paths for the existence of misconfigurations. The 

fact that we use actual routing information allows us to reduce the complexity of the path 

discovery procedure, by reducing the number of possible paths. We also determine that some 

path segments are common to many paths (the OPSs defined in Section 3.4.1). Using these 

segments allows us to optimize the misconfiguration detection procedure by checking the ACLs 

along these OPSs only once for all paths that go through them. These optimizations make the 

process of discovering paths and checking for misconfigurations along those paths a very fast 

one. Hence, by ensuring that configuration and routing information is kept up to date, we are 

able to quickly detect and correct discovered problems. 

6.2 Identifying Critical Paths 

A strong advantage of our work is its ability to provide the necessary tools for analyzing network 

complexity and security. An example of such an analysis is one performed on a route between 

two points. By analyzing it from different perspectives, we obtain a solid notion of the relative 

complexity or security of the path: 

• How many hops does the shortest path have?  
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• How many firewalls does it cross in its path? 

• How many rules, ACLs, does it have in its path? 

The answers to these questions, along with a set of definitions, give us the information we need. 

If, for example, we define that a critical path must have ACLs on all hops it goes through and this 

does not correspond to reality, we determine that the security level we assume on this path is 

not ensured. Similarly, if we define that non-critical paths do not require these security 

constraints and determine that a given path has several Firewalls in its path, it becomes clear 

that there may be unnecessary complexity in that path. This complexity may cause connectivity 

or performance issues. 

Besides the obvious technical advantages this system has, there are other advantages to the 

results we obtain from it. One of the relevant uses for this information is to provide metrics, or 

provide information for other metrics, that are used to assess the level of security in the 

network, or to assess compliance to some regulation or standard, such as Sarbanes-Oxley [18], 

ISO-27001 [14] or other. The historical data we can store in this system provides different kinds 

of metrics, based on the changes that happen, both in routing and ACL rules, which can be 

useful to evaluate the status of the network and profile its evolution. 

6.3 Future Work 

Automating the way of collecting the configuration and routing data is an important step. It is 

essential to have the latest configuration and routing data available, to support the level of 

functionality the Prometheus system provides. Two ways to achieve this are: 

• Create a central repository where configuration and routing data information of the 

network is dumped at regular intervals (e.g.: daily); this repository is used as a 

source of data for Prometheus. 

• Use mechanisms provided by equipment vendors to inform operators of 

configuration and routing changes (typically SNMP traps [8][9]) and let Prometheus 

access and obtain this data at that time. 

Both of these options have their advantages and disadvantages. The first option requires the 

creation of a repository and regularly updating it with data. The main disadvantage is that the 

data may not contain all state changes, as different events may occur between updating 

intervals. Conversely, it is not affected by the occurrence of too many state changes due to 

some temporary problems. This is the main disadvantage of the second approach: temporary 

problems causing several network routing changes cause many updates to happen in a short 

period of time. The main advantage is that all states can be recorded and the information on the 

database is always the latest available, thus more reliable. One way to take advantage of the 

strengths of both methods is to take the second approach and include a damping period: every 

time an update event is received, a damping interval D is enforced to make sure the change is 

not fickle and the system is stable. The only parameter that needs to be adjusted is D which may 

be different for configuration or routing changes. The collection of the data itself is also an issue, 
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however it can be integrated into Prometheus using NETCONF [13], already supported by some 

vendors, to obtain the configuration files , and SNMP to obtain routing information. 

An improvement to this work is the incorporation of the network’s global security policy in the 

model. We can achieve this goal by defining the policy through some type of modeling language. 

The advantage of having access to the security policy is that we can safely make more 

appropriate suggestions for correcting misconfigurations and perform a more in-depth analysis 

on the network, improving our contribution. However, we must note that maintaining such a 

security policy is an expensive and laborious task for management teams. As such, the accuracy 

and freshness of the information of that information may be difficult to ensure. 

Another interesting new direction is providing a way to test new rules before deploying them, 

predicting the result of deployment. This can be achieved with little effort in the current system 

by simulating the new rules, creating a new ACL with the new and existing rules, and finally 

performing misconfiguration detection over that new ACL. 

The work in [12] defines an abstract model of network configurations, allowing it to be used for 

various tasks, such as determining QoS configurations for a network, and generating these 

configurations from this abstract model. This feature can be used to further enhance this work, 

particularly the suggestion feature, by producing the configuration rules required in the format 

of the device they are to be installed on. 
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7 Conclusion 

Firewall security policies are complex by themselves and their interaction with routing policies 

and applications further complicates them, often creating security or connectivity problems. In 

our work we propose a model for diagnosing the problems arising in firewalls by analyzing not 

only the firewall configuration but also the dynamic routing information that is crucial for 

obtaining a complete view of the network. We define a set of optimizations that improve the 

scalability of our solution, enabling it to cope with large networks with many nodes and a large 

set of filtering rules. We also develop an application that implements that model, and performs 

static analysis on its information to detect Intra and Inter-ACL misconfigurations, according to 

actual routing policies. The application also suggests solutions to correct the misconfigurations 

detected, and some useful features such as path visualization and determining if a flow is able to 

traverse the network without problems. We test this system on a large testbed, obtaining 

interesting results. The application’s features and results are considered extremely useful by the 

IT personnel that manages the networks used as testbed. The application can be used for 

various tasks, from automatically generating a view of the network topology, to detecting 

connectivity and security problems, and even predict them before new solutions are deployed 

or network changes applied. 
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